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ABSTRACT 

In January 2025, Dugald River Mine (DRM) successfully commissioned a closed-loop process digital 
twin for their zinc rougher scavenger flotation circuit. The outputs of the system are directly integrated 
back into the control layer, allowing the control system to autonomously optimise 16 flotation control 
setpoints across the circuit, while giving the operator oversight on the scope of control of the digital twin. 

The objective of the twin’s optimisation is to continuously update the suite of control setpoints which 
maximise the DRM net smelter return function over a short interval. The technology commissioned by 
DRM contrasts with traditional rule-based (fuzzy logic) systems and linear matrix model-predictive 
control systems (MPCs) on several fronts. Firstly, the underlying process model is represented by a 
complete multivariate model of the rougher and scavenger which models the circuit grade-recovery 
position as a function of upstream drivers (geometallurgical and grinding circuit), and the operators 
decision variables. Mass balance modelling combined with neural networks were utilised for the 
multivariate models. Secondly, the internal control relationships (e.g. recovery vs collector dosage rate) 
within the model dynamically adjust for different upstream conditions (feed rates, grind sizes, grades, 
etc.) allowing setpoints to be optimised for different feeds, rather than fixed rules or step-test 
regressions in the case of MPCs. Thirdly, the system internally tracks its own health and performance 
and seamlessly passes control back to the operator when confidence reaches a critical threshold. In 
the first two months post commissioning, the efforts of the DRM technical and operations teams resulted 
in twin utilisation exceeding 90%. Learnings and developments from the post-commissioning period 
were focused on model error management and dynamic feedback, additional flexibility for the operator 
to define the twin’s operational envelope, and ongoing evaluation of the system’s grade-recovery 
performance. 

INTRODUCTION 

Background: DRM Zinc Flotation Circuit 

The Dugald River Mine (DRM) concentrator began operations in September 2017, with first Zinc 
concentrate shipments being achieved prior to the end of 2017. The DRM process flow sheet is provided 
in Figure 1. The flotation areas contain a pre-flotation circuit, to treat hydrophobic carbonaceous 
material in feed, followed by sequential Lead - Zinc flotation. Both Pb and Zn intermediate concentrates 
undergoing regrinding prior to three stage cleaning. Despite relatively few ramp-up issues, the initial 
priority of exceeding throughput design (due to inability to achieve the planned zinc feed grades) meant 
that 2018 recovery performance was restricted. From 2019 onwards, priority shifted towards continuous 
improvement of the Zn recovery and concentrate grade position. 
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Figure 1 - The DRM concentrator overall process flow diagram. 

 

Table 1 outlines the overall change in reconciled Zn losses across the concentrator with respect to Zn 
in plant feed, from 2018 to 2024. Several initiatives leading up to 2021 allowed improvements to be 
realised, including:  

• standardisation of circuit operating guidelines and set points 

• significant process automation, through introduction of cascade reagent loops, controlling 
collector with respect to feed grades 

• ratio based set point controllers to proportion air & collector to individual cells 

• regrinding of Zn scavenger concentrate to improve liberation prior to the cleaning circuit. 

Table 1 - Progression of Zn recovery losses with respect to (w.r.t) plant feed grades, 2018-2024. 

Stream Recovery Loss w.r.t. plant feed (%) 

2018 2021 2024 

Pre-flotation concentrate 6.3 3.5 1.8 

Zn Scavenger tail 5.9 4.3 2.9 

Zn Cleaner tail 3.3 2.8 3.0 

Total 15.5 10.6 7.7 

Between 2022 and 2024, further improvements to the overall Zn recovery were realised. Most notably, 
the pre-flotation circuit introduced a new and more effective depressant which reduced zinc losses to 
pre-flotation concentrate. In the Zinc circuit, simple metallurgical models were introduced to allow for 
dynamic circuit performance targets. These targets were migrated into the control system to provide an 
improved approach to collector control through dynamic tail grade control. This supported a preliminary 
level of circuit automation, where operators moved from active decision making, to overseeing correct 
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controller operation for collector addition. Air rate, froth depth, activator and pH controllers remained in 
automatic control with setpoints proportioned down-the-bank where appropriate. 

Following stabilisation of pre-flotation losses, the ongoing focus of process automation shifted direction 
to the Zn circuit from 2021, specifically the performance of the Zn rougher-scavenger. Previous 
improvements to implement individual basic cascade controllers per flotation control variable had 
allowed improved observation of Zn recovery variation driven directly by feed variations. This implied 
that the Zn rougher-scavenger operating window needed to move dynamically as the upstream circuit 
operating windows and feed characteristics also moved hour-to-hour. In addition, there was a need to 
achieve consistency across process operator shift crews in the control action of each variable to help 
achieve optimal performance. 

To deal with this complexity, it was believed that a more sophisticated control approach would be 
required. Considerations were made into pre-existing technologies such as fuzzy-logic rules-based 
approaches, or a matrix-model predictive control (MPC) approach. These technologies have been 
reported previously1 and the known challenges can be summarised as: 

• a limitation in discrete or fuzzy rules with fixed structure to represent continuous flotation 
relationships 

• the drawbacks of step-testing and the representativeness of relationships established from 
step-testing 

• the usage of linear (or even non-linear) bivariate relationships which do not capture multivariate 
effects between feed and control variables 

• the need to scale the future solution to link many plant areas under a common process 
objective, rather than individual local area optimisations 

• the inability of traditional systems to encode general technical or operational knowledge for 
broader usage beyond plant control.   

To address these challenges, the vision was established for a control-integrated process digital twin, 
based on a multivariate process model, that would directly support operators with setpoint decision 
automation. After a preliminary review of digital twin and AI-based automation providers, work began 
on how a twin would be developed, validated, implemented, and ultimately maintained.   

Following the completion of a positive design and feasibility phase in 2023, implementation works began 
in August 2024. With the margins for improvement growing thinner and overall Zn rougher-scavenger 
recovery reaching 97.1% in 2024, it was determined that the next step change in performance was 
going to be as challenging as the improvements made in preceding years. 

Process Twins for Autonomous, Adaptive Flotation Control in Literature 

The authors have previously provided a definition of a digital twin in the context of autonomous plant 
control1. The key features of this definition include2: 

1. The requirement for a near real-time connectivity from the physical to the virtual entity 
2. A multivariate model of sufficient fidelity of the physical production process, with capability to 

take direct action on the physical process 
3. Bi-directional near real-time connectivity back to the physical process to enable a change to be 

executed 
4. In addition to the fundamental characteristics previously outlined, the ability to self-assess the 

effectiveness of each prescribed action, and update future actions based on bias between the 
physical and virtual entities. 

 

1 Smith, W., Malcolm, A., Goode, I., Bai, G., & Martin, C. (2024). Practical considerations in the design 
of flotation process twins for setpoint decision automation at MMG Dugald River Mine. Mill Operators 
Conference 2024 (pp. 159-174). Perth: AusIMM. 

2 Jones, D., Snider, C., Nassehi, A., Yon, J., & Hicks, B. (2020). Characterising the Digital Twin: A 
systematic literature review. CIRP Journal of Manufacturing Science and Technology, 29A, 36-52. 
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While the usage of the phrase ‘digital twin’ in the mining context often falls short of this basic definition, 
in particular criterion two, there is a growing body of literature relating to the application of digital twin 
technology in flotation operations which supports these requirements. 

Geldenhuys et al.3 reviewed the potential of digital twins for flotation, distinguishing between one-way 
systems, and fully integrated twins capable of real-time two-way communication with processing 
systems. Their analysis positioned digital twins as an evolution of advanced process control, extending 
optimisation to include advanced diagnostics.3 Using a hypothetical PGM concentrator, a top-down 
cost–benefit analysis demonstrated positive economic potential in comparison to incumbent APC 
technologies. Key challenges to success identified by included sensor reliability, data quality, 
communication infrastructure, and model fidelity. 

Ohenoja et al.4 demonstrated that advanced control and optimisation systems in flotation cannot rely 
on mechanistic models with static parameters. Using a pilot-scale copper–zinc flotation plant, the 
authors developed a continuously adaptive digital twin that employed moving-window stochastic 
optimisation to update model parameters in real time based on feed and product assay data. The 
adaptive framework significantly improved model fidelity under changing ore and operating conditions, 
highlighting that accurate, resilient process twins require continuously evolving model sets capable of 
tracking feed and circuit variability, rather than static calibrations established under fixed laboratory or 
commissioning conditions.  

Shnayder and Kalinina5 outlined the development of a digital twin for the flotation stage of non-ferrous 
metal ore beneficiation, structured around three layers: data acquisition, hybrid modelling, and an 
optimisation layer. The modelling layer integrated mechanistic mass balance equations with data-driven 
correlations to simulate the effects of feed properties, reagent dosage, air flow, and residence time on 
grade–recovery performance. Validation using plant data demonstrated the model’s ability to reproduce 
key operational trends and support scenario-based optimisation. The authors emphasised challenges 
in sensor synchronisation, time-scale alignment, and data integrity, as well as the need for intuitive 
operator interfaces. They concluded that industrial success depends on continuous model calibration, 
reliable data infrastructure, and progressive transition from advisory to autonomous control. 

While these works support the authors’ definition of a process digital twin in the context of plant control, 
there remains limited literature regarding the full-scale production implementation of such a system for 
flotation or a minerals processing plant. 

DRM Flotation Twin Design Phase Summary 

An initial Design Phase for the DRM Zn rougher-scavenger was concluded in 2023. The high-level 
objectives of this phase were to assess and demonstrate the ability to construct a dynamic control 
model of the Zn rougher-scavenger, validate that the model contained control relationships aligned with 
site metallurgical and operational experience, and to quantify the value potential of the system.  

The study leveraged and developed a best-practice design framework for assessing and validating 
empirical plant models capable of representing flotation performance as a function of upstream 
geometallurgical drivers and operator-controlled variables.1 The framework addressed the following 
aspects of early digital twin design: 

1. Assessment of operational and technological readiness 

 

3 Geldenhuys, S., Auret, L., Deglon, D., & McFadzean, B. (2023). Digital twinning of flotation 
processes: A business case and potential challenges. Flotation 2023. Cape Town: MEI 

4 Ohenoja, M., Koistinen, A., Hultgren, M., Remes, A., Kortelainen, J., Kaartinen, J., Ruusunen, M. 
(2023). Continuous adaptation of a digital twin model for a pilot flotation plant. Minerals Engineering, 
198(March). 

5 Shnayder, D. A., & Kalinina, E. A. (2023). Development of the Digital Twin for Flotation of Non-
Ferrous Metal Ore Beneficiation. 2023 International Russian Smart Industry Conference (pp. 50-54). 
SmartIndustryCon. 
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2. Selection of a target process node and iterative design of the process modelling framework and 
consideration of the modelling technologies required  

3. Review of and corrections to data quality and quantity  
4. Definition of and validation of key metallurgical and process control relationships  
5. Model performance metric selection and model baselining  
6. Iterative process model development and metallurgical validation 
7. Simulation of the twin’s core systems to improve recovery across a range of feed types via 

alternative setpoint control strategies 
8. Evaluation of the benefit to the business of the potential performance uplift. 

Approximately 18 000 time-aligned observations were prepared after data cleaning and residence time 
correction. Two linked deep neural networks were trained to model rougher and scavenger grade–
recovery responses as functions of upstream drivers and operator control variables. Model performance 
achieved coefficients of determination of R² = 0.71 (concentrate) and 0.61 (tail) for the rougher, and 
R² = 0.77 (concentrate) and 0.72 (tail) for the scavenger. 

Validation of the modelled metallurgical relationships confirmed the networks’ ability to capture key non-
linear process behaviours. Inspection of raw and modelled relationships confirmed the need for a 
dynamic operating window for key control variables (such as collector dosage) as a function of feed 
properties, primary grind size and other upstream properties. A structured manual optimisation exercise 
was then conducted to infer setpoints for four discrete feed classes, enabling simulation of alternative 
operating strategies. These semi-optimised strategies yielded a mean +0.8 % absolute improvement in 
rougher–scavenger Zn recovery and +0.54 % combined concentrate grade relative to historical 
operation, within the 95 % confidence interval. 

The feasibility work demonstrated the technical viability and value potential of integrating machine 
learning–based process twins into the flotation control layer. It provided key design learnings for the 
subsequent implementation phase, including the need for robust error management, model 
interpretability, and clear operator interfaces to enable effective human-in-the-loop control. 

Implementation Objectives 

Following the outcomes of the design phase, the focused objectives of the Implementation Phase were 
to: 

• build a production level process model and setpoint optimiser for the Zn rougher-scavenger 
system suitable for stable real-time decision-making 

• confirm that the directionality of the complete optimised setpoint suite under various process 
conditions was metallurgically acceptable and aligned with site experience 

• integrate a packaged control application into the existing site control network to enable direct, 
closed-loop control 

• observe commissioning outcomes and provide immediate hardening enhancements to the 
componentry if required. 

From the objectives mentioned previously it is obvious that the operational sensibility and stability of 
the setpoint optimisation outcomes for the Zn rougher-scavenger were the central focus of the 
implementation phase. Broader flowsheet areas, a detailed user interface (beyond the operators’ 
interface in the control system) and other potential on-demand usage of the model and optimiser were 
excluded from the initial deployment effort. 

IMPLEMENTATION 

Model Development for Closed-Loop Production Usage 

It was determined early within the implementation phase that the design phase optimisation objective 
of maximising Zn recovery would be inadequate to fulfil the overall operational objective at DRM. 
Maximising recovery within a concentrate grade constraint was considered an improvement upon this, 
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but ultimately this objective would still result in an optimisation action where the system may trend 
towards the lower grade constraint preferentially. It was recognised that DRM’s Net Smelter Return 
Function (NSR) places a value on both concentrate grade and recovery, and the optimal grade-recovery 
position at a given point in time will depend on both input properties (e.g. feed grades) as well as 
macroeconomic assumptions (e.g. treatment charges). The implementation therefore utilised a layered 
modelling approach consisting of underlying process models for the rougher and scavenger, a recovery 
model for the outer process block, and applied an economic model for estimating the NSR value for a 
given set of model inputs. Figure 2 provides the model structure updated from the design phase which 
facilitates this approach. Each process model for the rougher and scavenger predicts its respective tail 
and concentrate grade, thereby allowing the combined recovery and concentrate grades to be 
estimated. These values are converted into full circuit equivalent values before being in an appropriate 
format to enable the NSR calculation. Note that assay data around the circuit is primarily provided by a 
multi-stream analyser (MSA), backed with both shift laboratory composites and shift reconciliation 
results for comparison to MSA data. 

Figure 2 - Zn rougher-scavenger conceptual model structure as at commissioning 

 

When deployed in operations, the ability to forward predict recovery or even economic outcomes is 
insufficient – the role of the twin is to return stable, optimal and deterministic setpoints within a timeframe 
that allows action to be taken on the process itself. Given the computation time trade-offs to be managed 
by the setpoint optimiser within the process residence time (discussed in Setpoint Optimisation) and 
the need to encode complex combined effects of control variables and feed variables on the flotation 
response variables, it was decided to continue leveraging deep neural networks as the modelling 
algorithm, per the decision made in the design phase.1  

The production modelling process is largely iterative, and to the extent that was practical, was 
conducted in a scientific or experimental manner, where one change to the modelling workflow is 
evaluated per training iteration. Standardised modelling experiments were designed to allow the 
metallurgist an opportunity to inspect and modify the modelling workflow in a controlled manner and 
build confidence in the ability to model the rougher-scavenger flotation process. 

To establish the data pre-processing protocol, data preparation experimentation included: 

• plant shutdown and ‘non-steady-state’ definitions 

• sensitivity to mean residence time distribution assumptions and subsequent data aggregation 
assumptions 

• sensitivity to sensor time-lagging assumptions (e.g. from grinding circuit measurements to Zn 
rougher-scavenger) 

• general pre-aggregation filtering assumptions (e.g. solids concentrate filtering points for MSA 
data) 
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• MSA data correction factors, to compensate for any systematic bias within the MSA data 
relative to shift composite samples and/or shift reconciliation results. 

In addition to experimentation around the pre-processing protocol, modelling experimentation included 
detailed exploratory analysis to develop potential feature sets (input variable candidates), wrapper 
feature selection processes and metallurgical validation of feature directionality and importance within 
a candidate model. 

During each experiment, formal evaluation scoring of the rougher and scavenger models followed a 𝑘-

fold cross validation technique, where the value of 𝑘 was standardised to represent the likely minimum 
required model longevity when in operations. Each experiment was assessed in terms of train and test 
results from the cross validation, typically utilising mean absolute error (MAE) and co-efficient of 

determination (𝑅2) as the evaluation metrics. Model evaluations were initially benchmarked against the 
Design Phase accuracy and a basic heuristic based on the incumbent standard deviation of raw 
concentrate and tails grade data. 

The distribution of test error data retrieved from the final candidate cross validation of each model 
formed the basis for estimating the future error thresholds in production. Error thresholds are an 
essential outcome of the model building process, allowing the future trend in production residuals to be 
measured against a previously accepted benchmark. They allow clear communication to the operator 
of the drift in model performance over time, and allow key operationalisation features, such as the 
handover point between the AI and the control room operator when model confidence is no longer 
acceptable. Production error results can also provide critical feedback around process conditions that 
the models are inadequate at forecasting, and even issues with the original training data that went 
undetected through the data pre-processing protocol.  

Figure 3 provides one example output of a pre-deployment training run for a post commissioning model 
release in June 2025. The total data set size was approximately 26 000 records. Errors reported are 
from a 𝑘-fold cross validation. 

Figure 3 – Model performance across all four concentrate and tail predictions for a pre-deployment 
run of a post commissioning model from June 2025. 

 

Setpoint Optimisation 

Utilising the digital twin as a mechanism to drive operational performance improvements requires 
optimisation over the process model to determine a stable suite of setpoints to respond to a given feed 
condition. To effectively operationalise these setpoints, they must be determined within a short enough 
timeframe to respond to changing feed conditions. It is also possible that similar grade-recovery 
outcomes can be achieved with very different setpoint combinations. Oscillating often between these 
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alternate combinations on adjacent time steps is undesirable, as doing so would cause plant instability 
and unnecessary cycling of the base level plant actuators. 

The key operational considerations in optimisation design included: 

• the mean residence time of the process and the need to ‘act’ just-in-time to the continuous flow 
of feed entering the Zn rougher-scavenger 

• the lowest-frequency update in the input model signals (approximately 10-to-15-minutely per 
MSA readings) 

• relatively fixed computation resources and therefore, alongside the first two points, a fixed 
allocation of time to produce an adequate solution (excluding any additional overheads required 
for validating optimiser inputs and outputs when in production) 

• the requirement to repeat the optimisation more than once, to confirm for the operator that the 
result is stable and replicable 

• the ability for the system to search the solution space broadly for a global optimum and not 
allow the NSR optimisation become ‘stuck’ around local optima. 

The trade-offs implicit within these considerations have been summarised in Table 2. Achieving the 
desired setpoint optimisation outcomes over the non-linear neural network process model surface 
required the use of a heuristic optimisation technique. While heuristic optimisers may not guarantee a 
theoretically optimal solution, other non-linear gradient based optimisation approaches can be sensitive 
to initial conditions and have limited ability to deal with non-smooth surfaces driven by non-smooth 
process relationships. Heuristic optimisation allows for a broad global search which (for the same plant 
inputs) can be demonstrated to be practically deterministic. For the implementation phase, a particle 
swarm optimisation was selected after consideration of multiple existing optimisation algorithms. 

Once a candidate model was prepared, substantial testing and tuning was conducted to balance the 
optimality, solve time and determinism of the setpoint optimiser. For example, increasing optimality 
requires either an increase in solve time (by giving the optimiser more time to refine the best solution) 
or a decrease in determinism (by either increasing randomness to explore more varied solutions, or 
decreasing the real time available to repeat/replicate the result). In general, priority was first given to 
determinism to ensure the result was stable and replicable, followed by solve time (for practical control 
reasons) and then finally optimality. As the future potential model scope grows beyond a pair of linked 
neural networks, to potentially much larger applications covering ever-larger flowsheet areas, the need 
to balance these competing priorities in near-real time will become an area of increased focus and 
research. 

Table 2 – Three competing factors in heuristic solver performance 

Optimisation 
Trade-Off 

Definition Implications for Operations 

Optimality The closeness of the output performance 
is to the theoretical optimum. 

More optimal setpoint solutions drive 
better economic performance. 

Solve time The length of time the optimisation 
algorithm takes to produce a solution 
within the available computational 
power. 

Solve time is constrained by the required 
decision interval. Excessive solve times 
reduce the capability of the twin to 
execute a tailored result for the current 
feed conditions, and its ability to 
demonstrate determinism. 

Determinism The replicability of a result, when inputs 
are unchanging or marginally perturbed. 
Heuristic optimisers such as particle 
swarm optimisation are often stochastic 
and therefore may converge on different 
solutions on different runs. 

Solution stability is key to avoid 
excessive changes between optima that 
are similar in quality but different in 
setpoint positions. Frequent and/or large 
setpoint deviations are either 
unachievable by the control system, 
introduce unnecessary process 
instability, or increase actuator wear. 
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Figure 4 – An example control curve highlighting competing optima including an erroneous optima. 

 

The optimiser could conceivably move between optima at points ‘1’ and ‘2’ due to the recovery position 
being similar at both and the optimiser not always choosing the global optimum. Low determinism would 
result in a switch between the two on subsequent runs, causing setpoint instability. 

To explain the benefits and drawbacks to be managed in practice by the swarm-based optimiser, a 
simplified two-dimensional example is provided in Figure 4. The model contains a typical recovery 
versus air rate curve, highlighting a peak air rate between approximately 1000 m3/h to 1200 m3/h. The 
model surface is not perfectly smooth however due to influence of other dimensions and data error, and 
as such multiple similar optima exist within the peak range (labelled ‘1’), as well an erroneous value on 
the far right of the setpoint scale (labelled ‘2’). If the optimiser is designed to focus purely on optimality, 
given enough time and resources, the system will move to point 2, which is clearly off the metallurgical 
trend. By enforcing the swarm to promote determinism, the peak air rate region can be found repeatedly. 
This is because the model surface is flatter around point 1 and therefore it is easier to converge 
repeatedly on such an area. 

To further enhance setpoint determinism within the desired solve time and optimality, two mechanisms 
were employed to validate a setpoint suite provided by the optimiser. Firstly, it was decided to opt for 
multiple, shorter optimisation runs within the time limit, rather than one single, longer run. This is due to 
a sharp diminishing return in optimality with increasing solve time, whereby increased precision in the 
setpoint outcomes becomes meaningless in comparison to PID loop control precision. For example, if 
an air rate PID loop is controlling to setpoint with a steady state error of ±10 m3/h, there is little value 
allowing the solver to work to a much greater precision than this once the solution has effectively 
converged. Instead, the results from a collection of repeat runs are collated to confirm a clear modal 
result, which assists with stability across multiple adjacent time intervals. Secondly, a minimum NSR 
benefit threshold was employed. When the current setpoint suite in use by the control system is 
evaluated against the twin’s next result, the NSR value provided by the new optimiser-suggested 
setpoint suite must demonstrate a potential improvement, or else the current setpoint suite is retained. 
This typically occurs whenever the plant inputs reach a point of critical stability. Each of these 
behaviours mimic typical good operator behaviour in which new potential control setpoints should never 
be executed if there is no technical rationale to do so. 

At the time of commissioning, the optimiser implemented for the Zn rougher-scavenger was evaluating 
approximately 8-9 million setpoint combinations through the linked neural network process models 
within a fixed 5-minute decision cycle, before operationalising the setpoints. 
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Operationalisation 

Irrespective of a valid model or setpoint optimiser, additional process considerations need to be made 
around how the setpoints are operationalised and communicated through to existing site systems. The 
authors propose a simple framework of key considerations to be dealt with for running the process twin 
in real-time for closed loop control: 

1. Streamline systems: consider what systems within the control room or operational 
environment the site team are already trained and familiar with, to streamline workflows 

2. Validate data: determine how the input data will be automatically assessed by the twin, and 
what will prevent the twin from making setpoint decisions based on unacceptable inputs 

3. Address dynamics: consider how input data, if acceptable, will be time aligned by the twin to 
compensate for differences in measurement locations (process lag), or aggregated to 
compensate for process residence time and/or signal noise 

4. Assess error: assess whether the twin’s process models are adequately aligned to the physical 
plant (i.e., how will model errors be transparently judged and what will occur if model error is 
drifting or unacceptable) 

5. Provide flexibility: determine what level of flexibility is required by the control operator in 
allowing the twin to fully or partially execute setpoint suites (i.e. situations requiring mixed 
closed-loop and open-loop control) and how this will be governed by the operator and 
interpreted by the twin in real time 

6. Fail gracefully: assess distance between current setpoints and new optimised setpoints, 
including on/off transfer conditions between autonomous twin control and standard automatic 
regulatory control 

7. Transition steadily: define the speed of transition from one optimal setpoint suite to the next 
within the twin (i.e., the value of transitionary stability over point-to-point optimality) 

8. Comply with constraints: the twin should assess whether its outputs comply with agreed 
process boundaries and setpoint  

9. Assess performance bias: the twin should assess its own performance bias between 
optimised and actual operation, and update its actions on future iterations 

10. Positive communication: the twin should confirm that its complete outputs, metadata and 
statuses are being received by the control system or other relevant systems. 

In many respects, the operationalisation layer of the process twin mimics what any good control room 
operator or plant metallurgist would need to do before executing a setpoint change. That is, consider 
the input information they are basing their decision on, consider when and how quickly to execute the 
change, and consider how the change will be assessed after the fact before beginning the next decision 
cycle. 

The DRM Zn rougher-scavenger twin incorporates all aspects of the described framework in an 
autonomous manner on each decision cycle, while providing the control operator and plant metallurgy 
team with the necessary levers to intervene on the scope of control or behaviour of the twin. When in 
production, extrapolation beyond the training set is not permitted, and inputs upstream from the rougher-
scavenger which form the basis of the optimisation are continuously characterised on a rolling-
residence-time basis. Model residuals are computed and communicated to the control system along 
with additional model metadata on each cycle, allowing both transparency on short interval error and 
also action to be taken by the twin on itself at standardised error benchmarks produced during the 
modelling process. Critical checks are performed on all outputs by the twin (including compliance to 
agreed or constrained control ranges) prior to communicating with the downstream SCADA. As 
additional post-commissioning improvements (discussed further later in this paper) the twin also 
assesses and attempts to act upon its own optimisation bias, as assessed in the cycles after executing 
a given setpoint suite. 

Figure 5 provides an example of the raw optimisation results for an air rate controller, highlighting a 
transition in the optimum air rate (dynamically driven by a change in feed characteristics). Importantly, 
the actual operationalised setpoints do not immediately bounce to the new range on a single result. In 
this case, the system steadily transitions over a period of hours. The dynamics of the decision layer 
should be altered to reflect the value of stability against point optimality. When the optimiser begins to 
find optimum in a position far from the current setpoint location (shown at around 06:00), movement is 
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slow and steady towards this new optimum, until confidence is again found. The dark series represents 
the executed setpoint. 

Figure 5 – An example of setpoint stabilisation for air to Zn Rougher Cell 2 

 

TESTING AND COMMISSIONING 

Layered Testing 

The overall process twin implementation required multiple layers of testing with site metallurgical and 
process control team members. Testing generally forms one fundamental pillar of the overall adoption 
strategy, by providing an opportunity for site team members to observe and influence the design 
process. In particular, a detailed examination of the metallurgical response of the system under varying 
input conditions helps to build end user confidence and highlight the twin’s strengths and weaknesses 
prior to commissioning. 

Testing activities included informal in-development testing and integration testing, along with structured 
acceptance testing phases. Table 3 provides a definition of each of the major testing activities. 
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Table 3 – The layered approach to testing throughout implementation and commissioning. 

Testing Phase Activities requiring site Operational and Technical involvement: 

In-Development • review of data treatment methods, process model assumptions and 
structured experimental outcomes 

• review of optimiser design trade-offs and priorities (per Setpoint 
Optimisation section) 

Integration 
Preparation 

• validation of approach for offline control system integration tests 

• validation that communication protocols are in line with approved 
design phase architectural approvals 

• checking of twin output compatibility with control system inputs and 
error handling procedures 

Factory Acceptance 
Testing (FAT) 

• review of the twin’s metallurgical responses to standard input 
disturbances (i.e. synthesised disturbance ramp-tests) 

• review of twin responses to historical scenarios 

• review of twin responses to error handling scenarios and other 
potential control system error states 

• confirmation of established deviation limits per time interval, 
conformance to process constraints and other operational limitations imposed 
on the twin 

Installation • validation that final integration is in accordance with design phase 
architectural approvals, and connectivity of the twin is functioning per design 

‘Soak’ Testing • identification of logic errors or other behaviour non-conformance while 
the system is isolated from production usage (i.e. installed but pre-
commissioned) 

• observation of production model errors against error thresholds 

Site Acceptance 
Testing (SAT) 

• participate in the commissioning plan 

• assessment of the SAT functional metrics at the time of 
commissioning including compliance to: process limits, deviation limits, 
maximum optimiser solve time, maximum cycle time, setpoint stability, 
metadata transmits, etc. 

Commissioning Approach 

A degree of operational flexibility is beneficial for the final deployed twin’s control system interface. This 
enables the operator to oversee and manage precisely what the twin is in control of, while maintaining 
autonomous control. For example, the model structure provided in Figure 2 contains 16 control variables 
– it is likely that at a given point in time, the operator may wish to take personal control of a subset of 
these variables while the twin manages the remainder. These design principles reinforce the notion of 
AI-based systems augmenting the way working is done by partnering with the operator. The same 
features were leveraged heavily during commissioning of the Zn rougher-scavenger twin to enable each 
class of control variable to be engaged for autonomous control and observed independently from other 
control variables. For instance, air rate optimisation was commissioned independently from collector 
dosage rate, froth depth, activator dosage rate and pH optimisation. This approach allowed the control 
room operator and plant metallurgist to make direct observation of isolated twin behaviours, while 
building up towards the combined effect of all classes of control variables. 

The general commissioning approach followed an iterative process of engaging control variables for 
direct closed-loop control, relaxing and tuning optimisation constraints, observing and tuning 
performance dynamics on the rougher-scavenger, observing for downstream cleaner impacts, detailed 
discussion with the control room operator and ongoing field observation of flotation performance. 
Commissioning and SAT was conducted over four contiguous days where the twin was operated 100% 
in closed-loop control across both day shift and night shift. 
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RESULTS AND DISCUSSION 

Commissioning Outcomes 

Across the four days of commissioning, the process digital twin was accepted by operations for full 
closed-loop control, and achieved the targets for all SAT metrics including maximum solve time, 
maximum cycle time (time between setpoint communications to SCADA), setpoints within absolute 
process limits and deviation limits, and average setpoint stability. Setpoint stability was particularly 
good, with the average normalised change in setpoints, as a percentage of each control variable’s 
allowable operating range, consistently sitting between 0.5% to 1.5% during commissioning. This 
signified frequent small changes rather than large disruptive changes by the twin. An example of this 
post-commissioning setpoint stability on an air rate controller was shown in Figure 5. 

Within three hours of commissioning activities beginning, all air rate and collector dosage rate 
controllers had been incrementally engaged within the SCADA HMI, and were stably interacting with 
the Zn rougher-scavenger controllers. Stepwise relaxation of the collector constraints throughout 
commissioning demonstrated that if the constraint is loosened too far towards the edge of the neural 
network training data, a visible bias can develop between the twin’s optimised recovery target (what the 
twin is targeting under the NSR optimisation) and the actual plant recovery. This helpful in-plant 
observation was in line with expectations from the Design Phase that optimisation constraints should 
be set with careful consideration to local model accuracy at the fringes of each control variable. The 
general theme of constraint management continued throughout the post-commissioning period and is 
discussed later in the paper. All twin control variables were jointly operating together by day three of 
commissioning. 

Post-Commissioning Observations and Improvements 

The general operational feedback post implementation is that the digital twin typically eases the control 
room operators’ mental burden around the Zn circuit and makes their role of overseeing the full 
concentrator somewhat easier. Typically, operations do not need to intervene on the system, unless 
they choose to take direct control of a particular plant situation (e.g., an isolated feed contamination 
event that does not have any quantified input signal built into the twin’s models). Important aspects of 
the integration design implemented by the combined project team, such as the seamless handover from 
the twin to the operator should model errors exceed health thresholds, ensured that commissioning 
began with basic safety nets in place to help build trust. 

Figure 6 provides a summary of the time utilised in closed loop as a percentage of available twin time. 
Available time excludes standard interlocked time during plant start-ups, and any ‘Off’ evaluation blocks 
in the period between August and October per the Evaluation Plan. For a new type of advanced control 
technology leveraging neural network based process models, this is a reasonably positive result. Post-
commissioning utilisation in January and February exceeded 90%, and the year-to-date result at the 
time of writing was 75% in autonomous control. The period marked (a) was due to a combination of 
model error and negative scavenger concentrate grade impacts, resulting in the first model re-
deployment, while the period marked (b) in September was related to particle size analyser downtime, 
which resulted in a grinding circuit based proxy for primary grind P80 being incorporated into the twins 
model set to overcome future analyser outage. 
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Figure 6 – Utilised time in closed loop control across 2025 

 

Two key long-term adoption risks can often be summarised under model life-cycle management and 
meaningful improvement to the operator’s workflow. In terms of the process model life-cycle, model 
maintenance, model error management and longevity, ongoing routine effort was required post 
commissioning to both retrain the incumbent model structure, as well as rebuild and test new model 
structures. Challenges with scavenger concentrate grade modelling have at times caused isolated 
issues with overall rougher-scavenger grade management. These issues manifest in overachievement 
of scavenger recovery and underachievement in scavenger concentrate grade, typically caused by 
historic associations in training data. A subset of post commissioning improvements put in place to 
continuously improve the model performance and the operators’ overall experience with the twin 
included: 

• proactive model retrains and releases, typically on a 6-8 week time frame 

• configurable optimisation constraints within the operators’ HMI which allow security-level 
controlled access to adjust the twin’s inner operating window boundaries per control variable, 
without adjusting the hard process limits of the system 

• automated adjustment of the setpoint optimiser’s available control levers based on the exact 
combination of control variables selected by the operator for closed-loop management 

• improvement in the setpoint optimisation approach to allow physical plant bias feedback into 
the NSR values assigned to setpoint combinations during objective function evaluation 

• provision for the operator to modify the NSR evaluation by prescribing minimum concentrate 
grade constraints over the NSR optimisation. 

• automated retraining infrastructure between MMG’s site systems and the cloud based training 
environments, allowing high frequency model candidate generation. 

• automated cloud-based QA/QC systems which serve up standardised tests upon full twin 
candidate builds, allowing metallurgists to interrogate deep process responses of the twin 
offline and prior to deployment. 

The application of machine learning and real time optimisation technologies to minerals processing and 
other process industries remains in its relative infancy, and the opportunities for advanced control 
improvements via these technologies are numerous. Future advancements in the application of the 
technology will likely continue to focus on the expansion of connected models to cover greater flowsheet 
control objectives, improvements to mass balanced based approaches to refining training data prior to 
control model training, improvements in model interactivity for both improved QA/QC and educational 
reasons, and advancements in continuous learning and on-demand redeployment of refreshed twin 
builds. 

Evaluation Planning and Preliminary Results 

The evaluation plan centres around a randomised statistical block trial with the main experimental factor 
being the ‘on/off’ state of the process digital twin. The trial commenced in August 2025 and at the time 
of writing, is due for completion before December 2025. The evaluation data was limited to reconciled 
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shift results (independent data that is not directly reported by the twin itself) with each shift being treated 
as a single independent unit in the block. 

The ‘on/off’ states are randomised, with the condition that each treatment condition has a minimum 
block duration of 8 shifts to account for the time required to minimise the influence of the transitionary 
time between controller states. Transitionary shifts were also excluded in the trial plan. 

The overall timeframe of the trial was planned by the site team on the basis of the likely number of shifts 
needed to achieve greater than 95% statistical confidence in the trial result, given a sufficiently small 
incremental improvement. 

Figure 7 provides a preliminary comparison between the Zn rougher feed grades for the on and off 
states, while Figure 8 outlines the recovery comparison between each state.  

Figure 7 – Feed grade conditions between twin off (‘0’)and twin on (‘1’) distributions. 

 

Figure 8 – Recovery comparison between twin off (‘0’) and twin on (‘1’) distributions 

 

At the time of writing, the trial results showed a statistically significant +0.53% rougher-scavenger Zn 
recovery improvement during the twin ‘on’ state at greater than 95% confidence. There was no statistical 
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difference in the rougher feed Zn grades or the combined rougher-scavenger concentrate Zn grade 
between the ‘on’ and ‘off’ conditions. This was achieved in a total of 175 shifts covering both the ‘on’ 
state and the ‘off’ state. Formal evaluation of the trial remains ongoing, and the full analysis of the trial 
will be the subject of future works along with a review of the main learnings from the first 18 months 
post-commissioning. 

CONCLUSION 

A neural network-based flotation process twin was commissioned at the Dugald River Mine concentrator 
for autonomous control of the Zn rougher-scavenger. The commissioning process was successful, 
resulting in steady autonomous control of 16 flotation control variables.  

Following a model design process which both represented the flowsheet and the operators’ key control 
decisions was critical to ensuring the twin’s neural networks encoded practical control relationships. 
Given the importance of setpoint stability in direction control applications involving neural networks and 
the potential for non-smooth models, the work concluded that determinism (setpoint replicability) in 
heuristic solvers can be prioritised over raw search optimality. 

To achieve adequate adoption and utilisation, the work outlined a framework of incremental testing 
phases to build operational confidence in sub-systems well in advance of commissioning. The 
commissioning outcomes were largely deemed successful, and the DRM team have achieved a 
relatively high level of not only general system utilisation, but time in close-loop control also. Post-
commissioning challenges were summarised under model life-cycle management and general 
hardening improvements which give the metallurgist or operator greater control or oversight of the 
system. Improvements which occurred post-commissioning emphasised the importance of ongoing 
model maintenance and building the underlying systems which enable model maintenance to occur in 
an efficient and transparent manner.  

At the time of writing, the site is observing (via a randomised block trial) a net rougher-scavenger 
recovery benefit of approximately +0.55% at 95% confidence, off a high base-line rougher-scavenger 
recovery of > 97%. Ongoing effort in the broader technology development will focus on larger connected 
flowsheet area optimisations, as well as improvements to training data curation and model interfacing 
for improved quality review of internal control model relationships. 
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