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Challenges, constraints and infrastructure impacts




Will Al eat the cloud?

Challenges, constraints and infrastructure impacts

As Al applications get a stronger foothold in the
market, will they cannibalize cloud revenues and
replace cloud services, or will they supercharge
them? What will the Al-driven opportunities and
challenges be for the global colocation industry
and its customers, and how are data center
planning and design likely to adapt to support
Al's appetite for processing power?

This short Iron Mountain Data Centers insight
paper, based on the latest analyses and forecasts
from Structure Research, looks at the likely
practical impacts of Al on infrastructure over
the coming five years.
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Revenue versus investment

Al is never out of the news, and agentic Al features,
chatbots and image generation are a fact of life for all.
But how big is the Al business really, and is it a threat
to the cloud?

Despite its remarkable growth, Al is still very much the
junior partner in terms of hyperscale revenues. Microsoft
Azure data gives a useful indicator of the current
relationship. Al currently has a run-rate of about $11-12
billion of Azure revenue. However, crucially, Al is adding
about 10-11% of quarterly growth and this figure is rising
fast, underpinning overall growth of the Azure Al service
stream of 35% as of Q12025.

.1, How fast are Al revenues
-@' growing compared
to cloud revenues?

Microsoft azure growth: Al vs. non-Al
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While core cloud revenues such as laaS also continue
to grow extremely fast, Al services are on a powerful
trajectory, in what looks like a fast-forward version of
the rise of the cloud itself. In fact, perhaps the most
remarkable factor about Al services is their speed of
adoption, with ChatGPT achieving 1 million users in
just 5 days - something which took Netflix 5 years.

Goldman Sachs has predicted that Generative Al alone

will account for 10-15% ($200-300 billion) of total cloud

revenue of $2 trillion by 2030. This may be the largest Al

revenue stream, but it will be one of many spread across
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multiple sectors. Chatbots like ChatGPT and Copilot will
be the highest profile applications, but new industrial
and commercial applications such as autonomous
vehicles, automated manufacturing, medical diagnostics,
defense applications, new financial services, and robotics
will also disrupt and divert spend across whole sectors.

The consensus seems to be that Al will be generating
about $500 billion overall by 2030 and will still be on
a steep growth curve.
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Levels of investment

Because of the physical compute density it requires,
the critical factor for future Al growth is having the

infrastructure in place to enable it. This is driving a boom
in the data center and GPU markets.

«i, How much money

~

Hyperscaler annual capital expenditures are projected to _'- iS being spent on Al
reach $375 billion this year, a 36% increase from $275 =
and by whom?

billion in 2024, and 2024 saw a 64% increase in spending
compared to 2023. The top four hyperscalers alone are
responsible for approximately 90% of this spend, and so

far in H2 2025 these capex commitments are being built
on rather than revised downwards.

Hyperscaler annual capital expenditures

In US $ billions
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Source: Structure Research

What is Al investment being spent on?

Typically, this money is being spent half on infrastructure needs, such as self-build and leased data center
capacity, and half on servers, including CPUs, TPUs and GPUs, for both cloud and Al related needs.

The dominance of the cloud giants in this compute investment is remarkable. According to Structure Research:

> In 2024 the top four cloud service providers accounted for over 70% of H1I00 GPUs or equivalents
> The top eight hyperscalers now account for more than 70% of total Al compute

> This will amount to 63.4 million exaflops of new compute capacity this year.
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Intelligence is getting cheaper

The unrelenting investment in Al hardware is driving a
paradoxical dynamic concerning the cost of chips and the
price of intelligence.

Although demand for high-performance GPUs is
unprecedented, and there will continue to be fluctuations
in the cost of training models (e.g. DeepSeek) while various
approaches are tested, the averaged cost of artificial
intelligence itself is declining rapidly.

Ay
\@/

Are Al models
overpriced?

Cost of intelligence declining at an accelerated pace
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Source: Structure Research based on: a16z Infrastructure. MMLU stands for Massive Multitask Language Understanding, a benchmark designed

to test how well large language models (LLMs) — like ChatGPT, GPT-4, Claude, Gemini, etc. — can perform on a wide variety of tasks that resemble

human academic and professional knowledge.

As far as the market implications are concerned, this
phenomenon is a prime example of the Jevons Paradox.
The cost of the cheapest Large Language Model

(LLM) with a minimum Massive Multitask Language
Understanding (MMLU) score of 83 has decreased by
approximately 10x every year from 2022 (GPT-3, 60b)

to 2024 (Llama 3.2, 3B). This reduction in the cost of Al
training and inference does not, however, lead to reduced
consumption. Instead, like improvements in automobile
fuel efficiency that led to more car sales and larger cars,
the declining price of intelligence is expected to fuel an
exponential increase in the demand curve for Al.

The scale of investment is accelerating this cost-per-unit
benefit. Hyperscalers are making enormous investments
in GPUs and infrastructure because, in the race to deliver
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services and achieve Artificial General Intelligence
(AGI) they understand that the risk of under-investing is
dramatically greater than the risk of over-investing.

In the same way, the market is diversifying. LLMs are
enabling the growth of a new generation of specialist
Small Language Models (SML) which use just a few
billion parameters to train, are more adaptable to mobile
devices, and deliver niche services using exclusive data
sets. This in turn drives up broader Al revenues, expands
the market, and contributes to lower unit costs

The resulting explosion in demand will yield substantial
returns, with increasing efficiency driving rather than
limiting overall utilization and innovation.
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Data center demand:

Roughly half of Al investment is going on data centers.

Al colocation revenue for training and inference is
forecast to grow at an extraordinary 77% CAGR from
2025-2030, reaching $134 billion by 2030. By 2030, Al

is expected to account for approximately 44% of total
global data center colocation market revenue, all from a
near standing start a few years ago.

The steepness of this curve has huge implications for the
data center industry. Demand for data center capacity is
projected to outstrip supply from 2027-2030, with annual

global demand reaching nearly 90 GW by 2030, exceeding

supply by as much as 500%.

through the roof

What effect is Al
investment having on
the data center market?

Demand projected to outstrip supply from 2027-2030

@ Annual Global Colo Demand

O Annual Global Colo Supply (MW)
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Source: Structure Research

This imbalance is already evident. Colocation prices
rose by an average of 35% between 2020 and 2023,
and vacancy rates in Northern Virginia dropped to less
than 1% in 2024. About half of all net new data center
capacity starting in 2025/26 is likely to be Al/ML GPU
clusters. Typical training clusters are escalating in size,
from approximately 40MW in 2020 to projected 1GW to
5GW systems before 2030.
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2027 2028 2029

2030

2026

Overall, global digital infrastructure is expected to grow
by a factor of 4 or 5 over the next 10 years, requiring a
capacity increase of 130-150GW in the US alone.

Data center operators are pulling out all the stops to
address this demand. Streamlined supply chains, joint
ventures, massive injections of balance sheet and
venture capital, retrofits of existing or ex-crypto facilities
are just some of the tactics being deployed by the sector
to accelerate delivery.
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Reshaping the
data center landscape

A huge shift is already underway in the proportion
of Training to Inferencing infrastructure, as revenue

generation (i.e. Al inference) takes off.

In terms of critical IT load capacity, Al inference is 0 How fast will Al inference
projected to grow at a 79% CAGR from 2023-2030. This _‘@'_ grow compa red
significantly outpaces Al training’'s 25% CAGR over the same

to Al training?

period. During 2026 inference capacity will overtake training
capacity. By 2030, Al inference is expected to account for
80% of total Al critical IT load capacity, a reversal of the

balance in 2023.

Share of global Al data center infrastructure

Al Training
CAGR

M Al Training [l Al Inference

100%

25.4%

Al Inference

CAGR

50%

79%

25%

0%

2020 2021 2022 2023 2024 2025 2026 2027 2028 2029 2030

Source: Structure Research
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Growing hubs, new topology

The shift of balance from training centers which are not so
latency sensitive and can therefore go where power and
space are plentiful, to inference centers, which need the
lowest possible latencies, will put immense development
pressure on existing densely populated “eyeball-rich”

hubs, as well as accelerating the growth of new Al hubs in
densely populated areas where demand for services is high.

8,504

megawatts

., What will the impact of
—‘@'— this be on data center
capacity and locations?

- North America

In the US, traditional hubs like Northern Virginia,

A

3,568 2,820 2,691

projected to reach 8.5 GW by 2030, Dallas (2.8 GW),
and Phoenix (2.7 GW) will see massive absorption.
On the Training side in the USA GPU cluster locations
are emerging in regions offering advantages such as

2,400 2,316 2174 : abundant, low-cost renewable energy and cold climates,
like Abilene, TX (1.2 GW), and Ellendale, ND (545 MW).

The rise of ex-crypto GPU data center providers
2025 [ further contributes to this, with significant capacity forecast in
849
300

333 Texas (about 1.9 GW) and North Dakota (about 675 MW).

K\s

2,731 2,681

megawatts Europe

In Europe, London (2.7 GW), Frankfurt (2.68 GW), and

2,004

1156.6
1,056.6

564.7

A Paris (2 GW) are forecast to lead demand by 2030. Many
new hubs are growing fast in Europe in particular, driven
to some extent by data sovereignty regulations as well
as development and latency factors. New European Al
hubs will include Oslo in Norway; Barcelona, Madrid and
Zaragoza in Spain; Lisbon in Portugal; and Berlin and
Dusseldorf in Germany. These sites offer high power

2025 availability, low power costs, renewable energy and
proximity to connectivity aggregation points.

London Frankfurt Paris

2,806

megawatts
2,377

2,215 2153

Asia Pacific

917

2025

Tokyo Sydney Johor Mumbai

Source: Structure Research

In Asia Pacific (excluding China), Tokyo (2.8 GW), Sydney
(2.4 GW), and Johor (2.2 GW) will have the largest

1474 capacities by 2030. New APAC Al hubs will be built in
Busan, South Korea; Kyushu, Japan; Auckland, New
Zealand; and Perth, Australia.
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Impact of Al on
cloud architecture

Cloud zones are getting significantly bigger, with Al capacity
being built out on the back of the last generation of cloud
availability zones.

A new Al regional architecture is emerging where Al
infrastructure is being deployed adjacent to cloud
infrastructure, and includes Extension Availability Zones,
which have much larger capacities compared to original
AZs. These are optimized for both inference workloads,
which are very latency sensitive, and satellite inference +
training workloads which are not so latency sensitive.

., Will Al requirements
—‘@'— also affect cloud
architecture, and how?

In the revised design of these availability zones, perhaps more than in any other area, the seamless
interdependence of cloud and Al infrastructure shows how neither can succeed without the other.

Al region architecture

Al infra being deployed adjacent to cloud infra

Inference Workloads
(Latency Sensitive)
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CONSTRAINTS LEADING
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Inference + Training
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==
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Availability Zone 2
One or More Data Centers
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GPU GPU
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Availability Zone 1- Extension

One or More Data Centers

Source: Structure Research

capacity sizes compared to
original AZs

"“We re very proud of the fact that we have 70 regions of Azure all around the world, and then you

say, wow, we now need to retrofit them to become Al factories...turns out that if you take even an

app like chatGPT or Copilot...it definitely needs a lot of

GPUs..but it also needs everything else;

it needs a ton of storage, both during training and inference... it needs a ton of compute... regular

compute not Al accelerated compute, in order to be able to have the environment for agents...

so interestingly enough it turns out what we built over

the last 15 years may be more relevant now

because agents need more of it than any workload previously, but it’s at a different unit of scale..”

Satya Nadella, Microsoft CEO
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Accelerated compute
hardware & design

The computational intensity of Al hardware, primarily
GPUs, is driving densities far beyond traditional limits.

NVIDIA's Blackwell GPUs are projected to show a 4.8x

increase in power consumption compared to the previous NP .
generation. For the four largest CSPs this equates to an _‘Q'_ How rT.]UC.h will GPU
increase from 910 MW-worth of power demand in 2024 Ca paCIty increase?

(Hopper GPU) to 4,320 MW in 2025 (Blackwell G100s). The
next generation of GPUs will push these power densities
even higher.

NVIDIA GPU Sales: top 4 US hyperscale cloud providers

Comparing the peak year of Hopper to the first 3 months of Blackwell

3.6m

Blackwell GPUs
(2-GPUs per chip)

2.8x

1.3m

Hopper GPUs

2024 2025

(First 3 Months)

Source: Structure Research

As the recent performance of NVIDIA reflects, the steep growth in GPU sales is
also exponential. In the whole of 2024 1.3 million Hopper GPUs were sold. The first
qguarter of 2025 alone saw 3.6 million Blackwell GPUs sold. Extended across a full
year this would be sales growth of over 100%.
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Staying cool in a hot market

The evolution of GPUs is already driving a rapid progression
in cooling layout and technology in the data center, which will
continue to evolve over the next few years.

Active Rear Door Heat Exchangers (50kW-70kW) are
becoming much more widespread for medium-intensity

Al workloads including the HI00 GPUs, which typically
operate at 40kW per rack. Also known as “Air Assisted
Liquid Cooling,” Rear Door cooling can handle higher power
densities than traditional air cooling methods like legacy air
cooling (less than 8kW per rack) or modern air cooling which

Ay

_‘Q’_

How much will GPU
capacity increase?

can manage up to 30kW per rack.

Data center cooling infrastructure progression

A generalized depiction of the
prevalent type of cooling systems

Liquid Immersion
Cooling

deployed in data centers today
and the likely progression over

Near Term - GB200 GPUs
(120W per rack)

the next 10 years

Medium Term - Vera Rubin
(600kW per rack)

Today-H100 GPUs
(40kW per rack)

Direct-to-Chip
Liquid Cooling

250kW -
Active Rear Door MW
Pre-Al Densities Heat Exchangers
Modern Air
Cooling
LegacyAir
Cooling
: . Air Assisted .
Air Air i i iqui i
Liquid Cooling Liquid Cooling Liquid Cooling

Source: Structure Research

A step up from this is Direct-to-Chip Liquid Cooling,
which can support power densities of between 50kW and
200kW. This is suitable for next-generation GPUs like
GB200 GPUs which run at around 120kW per rack.

The most advanced stage is Liquid Immersion Cooling,
capable of handling 250kW to IMW per rack. This level
of cooling is projected for future technologies such as
Vera Rubin, NVIDIA's next-generation Al accelerator
architecture. Designed for handling massive-context Al
inference tasks, such as video analysis, the Vera Rubin
(named after astronomer Vera Rubin) is scheduled
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to succeed the Blackwell chips, and will require up to
600kW per rack.

Al is already driving major changes in data center
design. For colocation providers in particular, balancing
flexible architectures which suit both pure Al and hybrid
customers requires advanced planning and sophisticated
project management. The installation and maintenance
of liquid-cooling infrastructure also requires new
expertise and quality control to ensure long-term
performance, resilience and efficiency, as well as the
realisation of environmental benefits such as heat reuse.
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The icing on the cake

Will Al eat the cloud? While Al definitely feeds off
the cloud, there are no signs it will consume it. In
fact - at least in the more foreseeable window of the
next five years - both Al and the cloud look likely to
become stronger and more versatile thanks to their
powerful symbiotic relationship. Al will drive further
cloud growth through standard compute demand, and
the cloud will provide the massive baseline storage
it requires, as well as the connected infrastructure.
From the user’s perspective it is likely to become
increasingly difficult to distinguish an Al from an
advanced cloud service, as every app will have an

Al “topping".

In addition to the disruptive new services that Al is
beginning to power, perhaps the greatest immediate
impact of Alis in the build - the components and
infrastructure that will deliver the next generation of
Al/cloud services. Infrastructure precedes revenue,
and Al will account for half of infrastructure as
measured by power long before its revenues match
those of the traditional cloud. Jevons paradox is
already at work. At the chip level, the unit costs of
high performance computing is dropping fast, and the
pace of these economies of scale will be a key factor
in enabling the spread - and therefore uptake - of Al.

The startling speed of the shift from 20/80 inference/
training to 80/20 will be the most visible near-term
impact. The cloud and colocation industry is creating
a new layer of accelerated data infrastructure which
is already supercharging the industry, changing

data center locations, introducing new compute

and cooling architectures and fueling aggressive
investment and power and land banking strategies.
This will be a very high profile and potentially
controversial process, particularly where it has a
knock-on effect on sensitive topics such as grid
capacities and climate targets.
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'ron Mountain Data Centers

Protect, connect and activate your data

Your data is your advantage. Yet too often it
remains untapped: disconnected from systems,
underutilized, untrained, and exposed to risk. At
Iron Mountain, we help the world s most complex
organizations unlock what"s possible with data
centers that protect, connect, and activate your
data like never before.

How? By combining our legacy of trusted security
with advanced, cloud-agnostic data centers
powered by 100% clean energy - delivering
scalable, compliant, sustainable and future-ready
solutions. Our global 1.3 GW portfolio empowers
customers including leading cloud and Al
providers to scale their data footprint, enhance
security and unlock greater value.

What can we unlock together?
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To discuss your plans and requirements please contact us on:

US: +1 833 476 2656
NL: +31 800 272 4433
UK: +44 844 417 8379
DE: +49 800 408 0000
Email:
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https://www.ironmountain.com/data-centers
mailto:datacenters@ironmountain.com

